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Abstract 
 

Single processor technology has been evolving across 

last decades, but due to physical limitations of chip 

manufacturing process, the industry is pursuing 

alternatives to sustain computational power growth, 

including the creation of multi-core systems. Parallel 

computing targets problems that are scalable and 

possibly distributed, dividing the problem into smaller 

pieces. This approach may be explored to satisfy real 

time constraints required by augmented reality 

algoritms. Its use may vary from realistic generation of 

virtual scenes to 3D reconstructions and image 

processing to perform optimized tracking. In this 

paper, the labeling algorithm, commonly used in the 

augmented reality pipeline, is implemented using a 

massively parallel paradigm. The implementation is 

able to provide satisfactory speed up improvements 

using CUDA, NVIDIA’s architecture for GPU 

programming. The aim of this paper is not to present a 

new technology, but to show the great improvements 

that can be obtained by applying it in computer vision 

and augmented reality applications. 

 

1. Introduction 
 

Single processor technology has been evolving 
across last decades. For years, programmers have 
created their applications based on the premise that an 
enhancement in performance meant a higher clock 
frequency of operation. Unfortunately, because of 
physical and architectural bounds, there are limitations 
on the computational power that can be achieved with a 
single processor system. Due to physical limitations of 
chip manufacturing process, chipmakers currently 
pursue alternatives to sustain computational power 

growth, including creation of multi-core systems 
embedded on a chip. One of these implementations can 
be found in GPU (Graphics Processing Unit) industry. 
Since nowadays GPUs are seen as high performance 
units, this capability made parallel processing paradigm 
stronger. It demands another type of development, and 
not every application can take advantage of it. 

Parallel computing targets problems that are 
scalable and possibly distributed, dividing the original 
problem into smaller pieces that will be solved in 
different places. Several parallel approaches may be 
used to speed up the solution of a given problem, such 
as: effective use of multiple cores of a processor 
(through OpenMP [1], or some third part library); use 
of a distributed solution (using a middleware, or even a 
network grid). 

In case of taking advantage of processor multiple 
cores, or using a machine with more than one 
processor, the solution will scale up to the number of 
cores in the CPU, or the (number of CPUs) x (cores in 
each CPU). In spite of this solution being not rare, it is 
not highly scalable, since the newest powerful 
mainstream processor is a Quad Core [2], which 
provides a maximum speed up of 4x, if no 
synchronization pass is needed in the process. 

Scalability is a key point of the network grid 
solution. The achieved result is optimal if the problem 
can be split into independent parts. Although, in case 
there is any communication between the cells of a grid, 
the network latency will slow down the entire process. 

An alternative for making a parallel version of an 
algorithm is to use a massive parallel computing device 
as a coprocessor. The GPU can be considered a 
representative example. Its use for solving problems 
not related with image generation and rendering, 
named GPGPU (General Purpose computing on 


